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Abstract. Full waveform inversion (FWI) is a powerful method for reconstructing subsurface parame-
ters from local measurements of the seismic wavefield. This method consists in minimizing
the distance between predicted and recorded data. The predicted data are computed as the
solution of a wave-propagation problem. Conventional numerical methods for the solution
of FWI problems are gradient-based methods, such as the preconditioned steepest descent,
the nonlinear conjugate gradient, or more recently the l-BFGS quasi-Newton algorithm.
In this study, we investigate the desirability of applying a truncated Newton method to
FWI. The inverse Hessian operator plays a crucial role in the parameter reconstruction,
as it should help to mitigate finite-frequency effects and to better remove artifacts arising
from multiscattered waves. For multiparameter reconstruction, the inverse Hessian opera-
tor also offers the possibility of better removing trade-offs due to coupling effects between
parameter classes. The truncated Newton method allows us to better account for this oper-
ator. This method is based on the computation of the Newton descent direction by solving
the corresponding linear system through the conjugate gradient method. The large-scale
nature of FWI problems requires us, however, to carefully implement this method to avoid
prohibitive computational costs. First, this requires working in a matrix-free formalism
and the capability of efficiently computing Hessian-vector products. For this purpose, we
propose general second-order adjoint state formulas. Second, special attention must be
paid to defining the stopping criterion for the inner linear iterations associated with the
computation of the Newton descent direction. We propose several possibilities and estab-
lish a theoretical link between the Steihaug–Toint method, based on trust regions, and the
Eisenstat and Walker stopping criterion, designed for a method globalized by linesearch.
We investigate the application of the truncated Newton method to two case studies. The
first is a standard case study in seismic imaging based on the Marmousi model. The sec-
ond is inspired by a near-surface imaging problem for the reconstruction of high-velocity
structures. In the latter case, we demonstrate that the presence of large amplitude multi-
scattered waves prevents standard methods from converging, while the truncated Newton
method provides more reliable results.
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1. A State-of-the-Art of Full Waveform Inversion. Producing high-resolution
estimates of the Earth’s interior mechanical parameters is a long-standing challenge,
with potential impacts in various fields, at various scales. Understanding the Earth’s
global and regional structure, predicting and localizing earthquakes, detecting and
describing hydrocarbon reservoirs or groundwater tables, and analyzing soil content
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are all instances of applications depending on our ability to compute reliable estima-
tions of the subsurface properties. Because of their sensitivity to the variations of
these parameters and their depth of propagation, standard subsurface imaging meth-
ods rely mostly on seismic waves, a useful noninvasive technique for auscultating the
Earth’s interior. From the recording of the Earth’s vibration on a localized part of its
surface, seismic imaging methods infer the mechanical properties which may explain
at best the seismic events which are recorded in an inverse problem fashion.

While standard seismic methods rely on the extraction of particular observables
from the seismic data, such as travel-times for tomography strategies [56], full wave-
form inversion (FWI) is a particular seismic method which aims to interpret the whole
seismic data, accounting for all seismic events (turning waves, pre- and postcritical
reflections, conversion, and diffraction). Compared to tomography, the advantage
of FWI is its ability to produce higher-resolution estimates, in the limit of half the
shortest wavelength of the recorded signal, according to the theory of diffraction to-
mography [13].

The formalism of FWI was introduced by Lailly [32] and Tarantola [74] in the early
1980s as a nonlinear least-squares minimization problem. A misfit function, measuring
the discrepancy between observed seismic data and synthetic data computed through
the solution of a wave-propagation problem, is iteratively minimized, starting from
an initial estimation of the subsurface parameters. The computation of the synthetic
data is referred to as the forward problem. In this study, we use the frequency-domain
formulation

(1.1) A(m(x), ω)u(x, ω) = ϕ(x, ω),

where
• x ∈ R

d (d = 1, 2, 3) is the space variable;

• m(x) ∈ M ⊂ (L2(Rd)
)Npar

denotes the subsurface parameters;
• ω ∈ R is the frequency;
• u(x, ω) ∈ W ⊂ L2

(
Cd+1

)
is the complex-valued seismic wavefield;

• ϕ(x, ω) is a source term; and
• A(m(x), ω) is a partial differential operator related to the wave equation (from
the acoustic case to the viscoelastic anisotropic dynamics).

Note that Npar ∈ N denotes the number of parameter classes that are considered,
such as wave velocities, density, attenuation, or anisotropy parameters.

The FWI method consists in minimizing the distance between the data predicted
by the forward problem and the recorded data over the parameter space M. It is
formulated as the minimization problem

(1.2) min
m∈M

f(m) =
1

2

Ns∑
s=1

Nω∑
l=1

‖Rsus(m,ωl)− ds(ωl)‖2,

where
• Ns is the number of sources;
• Nω is the number of frequencies;
• us(m,ωl) is the solution of the forward problem (1.1) for the source term
ϕs(x, ωl), the parameters m(x), and the frequency ωl;

• Rs is a mapping of the wavefield to the receiver’s location associated with the
source ϕs(x, ωl) (the receiver’s location may change from one source to the
other);
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• ds(ωl) is the data-set associated with the source ϕs(x, ωl) and the frequency
ωl; and

• ‖.‖ is the L2 norm.
Despite its introduction in the early 1980s, successful applications of FWI to real

data, at global, regional, and exploration scales, have been conducted only in the last
fifteen years. Early studies demonstrated that, at the time FWI was introduced, the
maximum spatial extension of receiver arrays (which could be assimilated to the size
of an antenna), as well as the lowest frequencies usable in the data, did not provide the
information required to recover macroscale variations of the wave velocities [24, 29].
This subsurface parameter, as it controls the kinematics of the wave propagation, is
the key parameter to recovering to fit the observed data satisfactorily.

The dependence of the misfit function on this parameter is highly nonlinear: the
misfit function exhibits several local minima aside from the global minimum, to which
local optimization methods converge if the initial estimation of the wave velocity pa-
rameter is not accurate enough. While the size of the discrete problem prevents the use
of global optimization techniques (Monte Carlo strategies, genetic algorithms), deter-
mining sufficiently accurate initial velocity estimations through tomography methods
is also problematic: the initial model should predict the seismic data to within half
a period associated with the shortest wavelength. There is, however, no guarantee
that the estimations provided by tomography satisfy this criterion. In particular,
the resolution of tomography is often too low compared to what would be necessary
to produce adequate initial velocity models for FWI. This sensitivity gap is an im-
portant concept in seismic imaging, introduced by Claerbout [12]: there is no overlap
between the highest wavenumber information provided by tomography and the lowest
wavenumber information provided by FWI. The difficulty to ensuring the convergence
of FWI algorithms is known as the cycle skipping or phase ambiguity problem, each
local minimum of the misfit function corresponding to fitting the data up to one or
several phase shifts.

The development of wide-azimuth broadband acquisition systems together with
the design of high performance computing devices have been key factors contributing
to the successful application of FWI to real data. The formulation of the FWI problem
in the frequency domain, promoted by Pratt [66, 63], has also been the starting point
for the design of hierarchical schemes to mitigate the phase ambiguity problem [64].
This multiscale approach is based on the interpretation of the lowest discrete frequen-
cies of the signal first. The subsurface estimation obtained from this first inversion is
used as a starting model for a second inversion based on the interpretation of higher
frequency components of the data. This hierarchical approach can be also performed
in the time domain using a hierarchy of low-pass filters [6] and/or time windowing
techniques where early arrivals are interpreted first. These techniques can be further
complemented with a hierarchical level based on the offset (the distance between the
source and receivers), a strategy referred to as the layer stripping technique, as this
hierarchy implies a reconstruction of the subsurface from shallow to deep. Up-to-date
examples of the successful application of FWI, at global, regional, and exploration
scales, mainly rely on this hierarchical approach [20, 73, 59, 70, 61, 79, 78, 76, 5, 58].

Considering the current methodological developments of FWI, two principal re-
search orientations can be identified. The first is devoted to the design of FWI formu-
lations less prone to cycle skipping. Even if hierarchical approaches offer the possi-
bility of correctly interpreting the seismic data through FWI, the design of a suitable
hierarchical workflow requires strong human expertise. This reduces the range of
applicability of FWI, and it also seems to contradict the initial aim of designing a
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quasi-automatic procedure to interpret seismic data, without having to identify par-
ticular seismic events. As the cycle skipping is directly related to the choice of the L2

norm to measure the distance between observed and synthetic data, modifications of
this distance are currently being explored, with the objective of building more convex
misfit functions. Cross-correlation of observed and synthetic data [38], comparison of
the instantaneous phase and envelope of the signals [19, 7], deconvolution approaches
where Wiener filters are used to match observed and predicted data [37, 77, 80], and
image-domain techniques [72] are all instances of these attempts. More recently, mea-
suring the misfit between observed and synthetic data through an optimal transport
distance has also been promoted as increasing the convexity of the misfit function
[17, 45, 46, 44].

The second current trend in FWI is improving the reconstruction of physical pa-
rameters by accounting for a more realistic physics of the wave propagation, including
viscosity, elasticity, and anisotropic effects. In particular, this leads to multiparam-
eter inversion, which should provide much more detailed and reliable characteriza-
tion of the subsurface, ultimately yielding the possibility of constraining microscale
parameters through downscaling strategies [15]. However, designing reliable multipa-
rameter FWI schemes is complicated by the potential presence of trade-offs/couplings
between parameters. Seismic events might be interpreted equivalently by perturba-
tions of different parameter classes, making it difficult to distinguish between them.
Some information on the coupling between parameters is, however, encoded in the
Hessian operator: the matrix of second-order derivatives of the misfit function. Ac-
counting accurately for this operator in the inversion should thus provide a tool to
mitigate the trade-offs between parameters [57]. In addition, even for monoparameter
FWI, the Hessian operator plays a very important role in potentially accelerating the
convergence, refocusing the information on less-illuminated parameters, and better
accounting for multiscattered waves when highly contrasted media are investigated.

The study we propose here is related to this second research direction. A partic-
ular local optimization scheme, the truncated Newton method, is investigated. This
local optimization strategy, compared to standard gradient-based methods such as the
steepest-descent or nonlinear conjugate gradient methods, or quasi-Newton methods
such as the l-BFGS method, is based on an inexact solution of the Newton linear sys-
tem at each iteration of the minimization. This alternate computation of the descent
direction provides the ability to better account for the Hessian operator within the
inversion. This, however, requires it to be implemented for large-scale applications
such as those associated with realistic scale FWI problems, involving from hundreds of
thousands of unknowns in the 2D acoustic approximation, to several tenths of billions
of unknowns for 3D elastic approximation. For this reason, a matrix-free algorithm
is developed, in which the Hessian operator is never formed explicitly. Only Hessian-
vector products are required to approximate the solution to the linear Newton system
using a conjugate gradient solver. We propose formulas based on a second-order
adjoint-state method to compute these Hessian-vector products in a matrix-free fash-
ion. We investigate adequate stopping criteria to the solution of the Newton linear
system to design an efficient local optimization strategy, and we propose two l-BFGS
preconditioning schemes which efficiently speed up the optimization process. Finally,
two synthetic case studies are investigated to assess the feasibility of and the interest
in such a strategy for FWI. These case studies are performed within the 2D acoustic
frequency-domain approximation for the reconstruction of a single parameter: the
pressure wave velocity. The first one is based on the Marmousi velocity model and
serves as a benchmark to determine the best stopping criterion and preconditioning
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strategy. The second one is inspired by a near-surface application for the detection of
two reverberating concrete structures in soft surrounding soil. The truncated Newton
approach may reveal its full potential for multiparameter inversions; however, these
two monoparameter applications already allow us to calibrate the truncated Newton
strategy (this is the aim of the Marmousi case study) and to illustrate the fact that
the approximation of the inverse Hessian operator is more accurate using this strat-
egy than when using conventional gradient-based approaches (this is the aim of the
near-surface application).

In section 2, a quick overview of local optimization strategies and a presentation of
the truncated Newton method are proposed, together with a physical interpretation of
the Hessian operator. In section 3, second-order adjoint-state formulas are derived for
a matrix-free implementation of Hessian-vector products. In section 4, the truncated
Newton scheme we develop is presented in detail: in particular, the design of the
stopping criterion and two preconditioning strategies are discussed. The two synthetic
case studies are presented in section 5. Conclusions and perspectives are proposed in
section 6.

2. Understanding the Role of the Hessian Operator in Full Waveform In-
version. Nonlinear minimization problems are usually solved using Newton-based
methods. The Newton method consists in building a sequence mk from an initial
guess m0 using the recurrence

(2.1) mk+1 = mk + αkΔmk,

where αk is a scalar parameter associated with a globalization method (linesearch or
trust region [55, 4]) and the model update Δmk satisfies

(2.2) H(mk)Δmk = −∇f(mk),

where the Hessian operator ∇2f(mk) is denoted by H(mk).
For large-scale FWI applications, the explicit construction of the Hessian operator

or its inverse is beyond present-day computational capability. As a consequence,
preconditioned gradient-based methods, or quasi-Newton methods, are used instead.
The inverse Hessian H(mk)

−1 is approximated by a matrix Qk, and the computation
of the model update Δmk by the formula (2.2) is replaced by

(2.3) Δmk = −Qk∇f(mk).

The simplest choice for Qk is the identity matrix, which corresponds to the steepest-
descent method. This method is known to converge globally, but possibly very slowly.
A better choice for Qk is the l-BFGS approximation, proposed by Byrd et al. [53, 8].
At iteration k, this method approximates the influence of the inverse HessianH(mk)

−1

from finite differences of the l previous values of the gradient,

(2.4) ∇f(mk−l+1), . . . ,∇f(mk).

A physical interpretation of the gradient and Hessian operators is primordial
to better understanding the reconstruction process behind FWI. A straightforward
derivation of the gradient of the misfit function (1.2) yields

∇f(m) = Re

(
Ns∑
s=1

Nω∑
l=1

J†
s (m,ωl)R

†
s (Rsus(m,ωl)− ds(ωl))

)
,(2.5)
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where Js(m,ωl) is the Jacobian operator

(2.6) Js(m,ωl) =
∂us(m,ωl)

∂m
,

the symbol † denotes the adjoint operator, and Re denotes the real-part operator.
The general formulation of the Hessian operator H(m), from the definition of f(m),
is

(2.7) H(m) = B(m) + C(m),

where

(2.8)

⎧⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎩
B(m) = Re

(
Ns∑
s=1

Nω∑
l=1

J†
s (m,ωl)R

†
sRsJs(m,ωl)

)
,

C(m) = Re

(
Ns∑
s=1

Nω∑
l=1

R†
s (Rsus(m,ωl)− ds)

∂2us(m,ωl)

∂m2

)
.

In (2.8), ∂2us(m,ωl)
∂m2 are the second-order derivatives of the wavefield us(m,ωl). The

matrix B(m) is known as the Gauss–Newton approximation of the Hessian operator
when the expression C(m) is neglected.

Consider the simple single source/single frequency case: Ns = 1, Nω = 1. Assum-
ing the system is discretized, we denote by mp

i the discretized parameter of parameter
class p at the spatial position indexed by i. The total number of receivers is denoted
by Nr, and the location of the receivers is denoted by xr . The component of the
gradient of the misfit function corresponding to the discrete parameter mp

i is

(2.9)
∂f

∂mp
i

= Re

(
Nr∑
r=1

∂u(xr, ω)
∗

∂mp
i

(u(xr , ω)− d(xr , ω))

)
,

where ∗ denotes the complex conjugate operator.
Interestingly, deriving (1.1) with respect to the parameter mp

i yields the relation

(2.10) A(m)
∂u(m)

∂mp
i

= −∂A(m)

∂mp
i

u(m).

Equation (2.10) shows that the first-order partial derivative of the wavefield ∂u
∂mp

i
is the

solution of the wave equation (1.1) for the source term −∂A(m)
∂mp

i
u(m). This source term

is localized at the spatial position indexed by i and carries the imprint of the radiation
pattern associated with the parameter class p. The first-order partial derivative of
the wavefield can thus be interpreted as the wavefield which would be scattered by a
small perturbation of the parametermp

i , all the other parameters being kept constant.
Following (2.9) we thus see that the gradient with respect to the parameter mp

i

is the zero-lag correlation between the residuals u(xr, ω)− d(xr , ω) and the wavefield
scattered by a perturbation of the parameter mp

i recorded by the receivers. As a
result, the model perturbation Δmk given by the gradient is built through the extrac-
tion of the specific contribution of each parameter mp

i from the residuals, assuming
the residuals contain only single scattered events. Relying only on the gradient direc-
tion is thus dangerous: any residuals coming from multiscattered events are wrongly
accounted for as single-scattered events. In addition, for two parameter classes p1
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Fig. 2.1 Hessian operator H(m0) corresponding to a 2D frequency-domain multiparameter FWI
problem for the reconstruction of the P -wave velocity, the density, and an attenuation
parameter.

and p2 with similar radiation patterns ∂A(m)

∂m
p1
i

� ∂A(m)

∂m
p2
i

, the model perturbation pro-

vided by the gradient to these two parameters will be similar, while in reality the true
perturbation to bring to these two parameters might be completely different. This is
what is usually referred to as cross-talks between parameters.

The inverse Hessian operator can help in mitigating these issues: this is the reason
for its crucial importance. We denote by N the total number of discrete spatial
positions and we assume that the parameter m, after discretization, is organized by
parameter class such that

(2.11) m =
[
m1

1, . . . ,m
1
N ,m2

1, . . . ,m
2
N , . . . ,m

Npar

1 , . . . ,m
Npar

N

]T
.

Using this ordering, the matrices B(m) and C(m), after discretization, have a block
structure such that

(2.12) B =

(
B11 . . . B1Npar

BNpar1 . . . BNparNpar

)
,

(
C11 . . . C1Npar

CNpar1 . . . CNparNpar

)
.

An illustration of this structure is presented in Figure 2.1 for a 2D frequency-
domain multiparameter FWI problem dedicated to the reconstruction of the P -wave
velocity, the density, and an attenuation parameter. The upper left diagonal block
is associated with the P -wave velocity, the central diagonal block is associated with
the density, and the bottom right diagonal block is associated with the attenuation
parameter. The off-diagonal blocks are associated with cross-talks among these three
parameters.



FWI AND THE TRUNCATED NEWTON METHOD 161

Assuming again the simple situation Ns = 1, Nω = 1, and using the previous
notations, a coefficient ik of the block Bpq(m) is

(2.13) (Bpq)ik(m) = Re

(
Nr∑
r=1

∂u(xr, ω)
∗

∂mp
i

∂u(xr, ω)

∂mq
k

)
.

The expression (2.13) shows that (Bpq)ik is the correlation of the first-order derivatives
of the wavefield u(m) recorded at the receivers’ locations, with respect to the pair of
parameters (mp

i ,m
q
k). The matrix B(m) thus measures the similarity of the wavefield

response recorded by the acquisition system to perturbations of the parameters mp
i

and mq
k. This can be interpreted as a measure of the coupling between discrete

parameters.
For diagonal blocks such that p = q, this coupling is measured between parameters

of the same class p, at different spatial positions i and k. The entry (Bpp)ik decreases
with the spatial distance that separates mp

i and mp
k and reaches its maximum for the

autocorrelation of the two derivatives of the wavefields (i = k). In the high-frequency
approximation, the zero-lag correlation of the derivatives of the wavefield with respect
to mp

i and mp
k would be zero and Bpp(m) would be diagonal. However, the frequency

content of the seismic data is limited and the matrix Bpp(m) is banded.
For nondiagonal blocks such that p �= q, the coupling is measured between param-

eters of two different classes, p and q. The diagonal entries of the nondiagonal blocks
(Bpq)ii measure the coupling between parameters of classes p and q at the same spa-
tial position i. In the most general settings (p �= q and i �= k), (Bpq)ik measures the
coupling between parameters of two different classes p and q, at two different spatial
positions i and k.

From this analysis we see that filtering the gradient ∇f(m) with the matrix
B(m)−1 acts simultaneously as a spatial refocusing filter for each parameter class,
as well as a decoupling filter to mitigate trade-offs between parameters. In the same
way, in discrete form, a coefficient ik of Cpq(m) is given by

(2.14) (Cpq)ik(m) = Re

(
Nr∑
r=1

(u(xr, ω)− d(xr , ω))
∂2u(xr, ω)

∂mp
i ∂m

q
k

)
.

The expression (2.14) shows that (Cpq)ik is the correlation of the residuals with the
second-order derivatives of the wavefield recorded at the receivers, with respect to
the parameters mp

i and mq
k. This second-order wavefield is also called a double-

scattered wavefield: it represents a recorded signal that has been scattered twice, by
the parameters mp

i and mq
k. In certain configurations, for instance, in the presence

of high-amplitude velocity contrasts, the amplitude of the double-scattered wavefield
(and more generally of the multiscattered wavefield) is not negligible. As the gradient
is a single scattering interpretation of the residuals, this double-scattered wavefield
generates strong artifacts on the gradient ∇f(mk) for the optimization procedure.
Therefore, applying the matrix C−1

ik to the gradient allows one to compensate for the
artifacts generated by double-scattered waves for the inversion.

The analysis of the gradient and Hessian operators underlines the crucial impor-
tance of the Hessian operator in the solution of the FWI problem (1.2), and naturally
raises the following question: Is it possible to better account for the action of the
inverse Hessian operator? This question is at the heart of this study. One possible
way to better account for the Hessian influence lies in solving the problem (1.2) with



162 L. MÉTIVIER, R. BROSSIER, S. OPERTO, AND J. VIRIEUX

the truncated Newton method. Contrary to quasi-Newton algorithms, this method is
not based upon an approximation of the inverse Hessian operator. Instead, the de-
scent direction Δmk is computed as the solution of (2.2) using the conjugate gradient
algorithm [67]. A global survey on the truncated Newton method has been proposed
by Nash [52]. This method is designed for large-scale nonlinear minimization prob-
lems. In terms of computational efficiency and convergence speed, some comparisons
between the l-BFGS method and the truncated Newton method have been proposed
[51]. The performances of the two algorithms are comparable, depending on the test
cases. Neither of the two methods outperforms the other.1 Nonetheless, in particular
FWI contexts, such as multiparameter reconstruction or interpretation of data with a
strong imprint of multiscattered events, the truncated Newton method may provide
an attractive alternative to the l-BFGS method. In particular, the approximation
of the inverse Hessian operator at a given iteration k is local: it only involves first-
and second-order derivatives of the misfit function computed at the model mk. On
the other hand, the l-BFGS algorithm builds an approximation of the inverse Hessian
operator which is nonlocal, as it is based on the gradient values computed at the l
previous iterations k, k − 1, . . . , k − l + 1. This nonlocality may be prejudicial to an
accurate approximation of the inverse Hessian operator for strongly nonlinear misfit
functions, and only a rough approximation is possible in the first iterations, as it is
only based on the first gradient values.

We shall see in the next section how the truncated Newton method can be im-
plemented efficiently for FWI.

3. Efficient Implementation of the Gradient and Hessian-Vector Product
Computation: The Adjoint-State Method. Implementing gradient and Hessian-
vector computation from the formulas (2.5) and (2.8) would require one to compute
explicitly and to store the Jacobian operators J†

s (m,ωl) as well as the Hessian oper-
ator H(m). This is not possible for realistic sized FWI applications. In this section,
we present the way in which first-order and second-order adjoint-state methods yield
efficient algorithms for computing the gradient of the misfit function and Hessian-
vector products. For the sake of clarity, we may suppose that Ns = 1, Nω = 1, and
Npar = 1, and drop the corresponding index in this section. Formulas for the general
context are straightforwardly derived from this particular case.

3.1. First-Order Adjoint-State Method and Gradient Computation. The ad-
joint-state method was introduced in the late 1960s by Lions, in the context of optimal
control theory [36]. In the 1970s, this method was applied to parameter identification
by Chavent [10] and to weather forecasting by Le Dimet and Talagrand [33]. A survey
of its use in seismic imaging was done by Plessix [60]. We briefly recall the principle
of this method.

For the sake of generality, we may rewrite the forward modeling problem (1.1) as

(3.1) F (m,u) = A(m)u − ϕ = 0,

without any prior assumption on the linearity of the forward operator as a partial
differential operator acting on the wavefield u(x, ω). For the wave equation, this
assumption is always satisfied; however, the adjoint-state method presented here is

1A mixed algorithm has been proposed by Morales and Nocedal [49] to combine the advantages
of the two methods. The idea is to alternate between sequences of l-BFGS iterations and sequences
of truncated Newton iterations. The l-BFGS approximation computed during the l-BFGS iterations
is used to precondition the linear system (2.2) during the truncated Newton iterations.
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general and does not rely on this assumption. The FWI problem can be formulated
as the following constrained optimization problem:

(3.2) min
m

1

2
||Ru− d||2 subject to F (m,u) = 0.

The Lagrangian function associated with the problem (3.2) is

(3.3) L(m,u, λ) =
1

2
||Ru− d||2 +Re (F (m,u), λ)W ,

where (., .)W is the scalar product in the wavefield space W and λ ∈ W is the adjoint
variable. Let u(m) denote the solution of the forward problem (1.1), such that

(3.4) F (m,u(m)) = 0.

We have

(3.5) L(m,u(m), λ) = f(m).

Deriving (3.5) with respect to m yields

(3.6)
∂L(m,u(m), λ)

∂m
= ∇f(m),

which is equivalent to

(3.7) Re

(
∂F (m,u(m))

∂m

†
λ

)
+

∂L(m,u(m), λ)

∂u

∂u(m)

∂m
= ∇f(m).

We define the adjoint state λ(m) such that

(3.8)
∂L(m,u(m), λ(m))

∂u
= 0,

which is equivalent to

(3.9)
∂F (m,u(m))

∂u

†
λ(m) = R†(d−Ru(m)),

and we obtain the gradient formula

∇f(m) = Re

(
∂F (m,u(m))

∂m

†
λ(m)

)
,(3.10)

where λ(m) is the solution of the adjoint equation (3.9). For the particular case of
the wave equation (1.1), we have

(3.11)
∂F (m,u(m))

∂u
= A(m),

∂F (m,u(m))

∂m
=

∂A(m)

∂m
u(m),

therefore, λ(m) is the solution of the adjoint wave equation

(3.12) A(m)†λ = R†(d−Ru(m)),
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and the gradient expression becomes

(3.13) ∇f(m) = Re

((
∂A(m)

∂m
u(m)

)†
λ(m)

)
.

The adjoint-state method for the computation of ∇f(m) thus consists in solving
sequentially (3.1) and (3.9), then computing the gradient∇f(m) using (3.10). For the
wave equation, the overall computational cost of the operation is driven by the solution
of two wave-propagation problems: one associated with the forward problem (1.1),
and one associated with the adjoint problem (3.12). Note that compared to (2.10),
the source term for the adjoint equation (3.9) is located at the receiver positions and
not at the diffracting point mp

i . The difference between the gradient formulas (2.9)
and (3.13) can thus be interpreted as the consequence of the reciprocity principle. In
the former case, the gradient for each model parameter is built through the zero-lag
correlation of the residuals with the single-scattered response of this model parameter,
with a summation over the receivers. In the latter case, the gradient for each model
parameter is built through the zero-lag correlation of the incident wavefield and a
wavefield corresponding to the propagation of the residuals from the receivers to the
scattering point. The linearity of the wave equation makes possible the simultaneous
propagation of the signal from all the receivers: this is why there is no more summa-
tion on the receiver with the gradient expression obtained through the adjoint-state
method (3.13). The Jacobian matrix does not have to be computed. This yields
an efficient algorithm for the computation of the gradient. We now investigate how
this method can be extended to the computation of Hessian-vector products, with
the perspective of using the truncated Newton algorithm for the solution of the FWI
problem (1.2).

3.2. Second-Order Adjoint-State Method.

3.2.1. Computation with the Exact Hessian Operator. The computation of
Hessian-vector products is a topic that has already been investigated in the field of
data assimilation and weather forecasting [23]. However, the control variable in data
assimilation is an initial condition for the system, whereas in seismic imaging, the
control variable is a coefficient of the PDE that describes the system. A formula
for the computation of Hessian-vector products has been given by Pratt, Shin, and
Hicks [65] in the seismic imaging context, for the Gauss–Newton approximation in
the discrete frequency domain. This approach has been extended recently to the full
Newton approximation by Zhu et al. [81]. Fichtner and Trampert [21] propose more
general formulas for the computation of Hessian kernels through the adjoint method in
the context of seismology. Epanomeritakis et al. [18] give the formulas corresponding
to the elastic case, also using the adjoint-state approach.

We propose here a general framework in the frequency domain for deriving these
formulas using the adjoint-state approach, with no assumption on the discretization
and the kind of PDEs that are used for the wave-propagation description. The method
can be straightforwardly adapted to the time-domain formulation by adding proper
initial and final conditions and boundary conditions. Based on the definition of a new
Lagrangian function, we derive an algorithm to compute, for given (v,m) ∈ M2, the
matrix-vector product H(m)v. We introduce the functional

(3.14) hv(m) = (∇f(m), v)M,
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where (., .)M denotes the scalar product on the parameter space M. By definition,
the gradient of the functional hv(m) is

(3.15) ∇hv(m) = H(m)v.

Therefore, applying the adjoint-state method to the functional hv(m) to compute
∇hv(m) gives the Hessian-vector product H(m)v. We introduce the Lagrangian func-
tion Lv(m, g, λ, u, μ1, μ2, μ3) such that

(3.16)

Lv(m, g, λ, u, μ1, μ2, μ3) = (g, v)M

+

(
g −Re

(
∂F (m,u)

∂m

†
λ

)
, μ1

)
M

+Re

(
∂F (m,u)

∂u

†
λ−R†(d−Ru), μ2

)
W

+Re (F (m,u), μ3)W ,

where the first term of the Lagrangian function corresponds to the misfit function
hv(m), while the three following terms express the different constraints of the problem:
g(x) should be the gradient of the misfit function f(m) according to the first-order
adjoint-state formula (3.10), λ(x, ω) should be the solution of the adjoint problem
(3.9), and u(x, ω) should be the solution of the forward problem (3.1). It is useful in
what follows to define g(m) as the gradient ∇f(m). Based on this definition, we have

(3.17) Lv(m, g(m), λ(m), u(m), μ1, μ2, μ3) = hv(m),

and, deriving with respect to the model parameter m, we obtain

(3.18)
∂Lv(m, g(m), λ(m), u(m), μ1, μ2, μ3)

∂m
= ∇hv(m) = H(m)v.

Expanding (3.18) yields the following expression for H(m)v:

H(m)v = Re

⎛
⎝
(
∂2F (m,u(m))

∂m2

†
λ(m)

)†
μ1

⎞
⎠+Re

⎛
⎝
(
∂2F (m,u(m))

∂m∂u

†
λ(m)

)†
μ2

⎞
⎠

+Re

((
∂F (m,u(m))

∂m

)†
μ3

)

+
∂Lv(m, g(m), λ(m), u(m), μ1, μ2, μ3)

∂g

∂g(m)

∂m

+
∂Lv(m, g(m), λ(m), u(m), μ1, μ2, μ3)

∂λ

∂λ(m)

∂m

+
∂Lv(m, g(m), λ(m), u(m), μ1, μ2, μ3)

∂u

∂u(m)

∂m
.

(3.19)

We now define the adjoint variables μ1(m), μ2(m), and μ3(m) as the solution of the
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system ⎧⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎩

∂Lv(m, g(m), λ(m), u(m), μ1(m), μ2(m), μ3(m))

∂g
= 0,

∂Lv(m, g(m), λ(m), u(m), μ1(m), μ2(m), μ3(m))

λ
= 0,

∂Lv(m, g(m), λ(m), u(m), μ1(m), μ2(m), μ3(m))

∂u
= 0.

(3.20)

Therefore, μ1(m), μ2(m), and μ3(m) are given by

⎧⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎩

μ1 = −v,

∂F (m,u)

∂u
μ2 − ∂F (m,u)

∂m
μ1 = 0,

∂F (m,u)

∂u

†
μ3 +R†Rμ2 +

(
∂2F (m,u)

∂u2

†
λ

)†
μ2 −

(
∂2F (m,u)

∂u∂m

†
λ

)†
μ1 = 0.

(3.21)

The Hessian-vector product H(m)v can thus be computed as

(3.22)

H(m)v = Re

⎛
⎝(∂2F (m,u(m))

∂m2

†
λ(m)

)†
μ1(m)

⎞
⎠

+Re

⎛
⎝(∂2F (m,u(m))

∂m∂u

†
λ(m)

)†
μ2(m)

⎞
⎠

+Re

((
∂F (m,u(m))

∂m

)†
μ3(m)

)
,

where μ1(m), μ2(m), and μ3(m) are the solution of the system (3.21). Furthermore,
in the particular case of the forward problem (1.1), we have

(3.23)
∂2F (m,u)

∂u2
= 0,

therefore, the system (3.21) can be simplified as

(3.24)

⎧⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎩

A(m)μ2 = −
(
∂A

∂m
u

)
v,

A(m)†μ3 = −R†Rμ2 −
(
∂A(m)

∂m

†
λ

)†
v.

From (3.24), the new adjoint variables μ2(m) and μ3(m) appear, respectively, as
the solution of additional forward propagation and adjoint propagation problems,
with source terms depending on v and on the incident and adjoint wavefields u(m)
and λ(m). Therefore, for a given v ∈ M and a given subsurface model m ∈ M,
the computation of the Hessian-vector product H(m)v requires solving four wave-
propagation problems: two forward problems for the computation of u(m) and μ2(m)
and two adjoint problems for the computation of λ(m) and μ3(m). During the process,
the Hessian matrix H(m) is never computed explicitly.
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3.2.2. The Gauss–Newton Approximation. In the context of the Gauss–Newton
approximation, for given (m, v) ∈ M2, we attempt to compute the matrix-vector
product

(3.25) B(m)v = J(m)†R†RJ(m)v.

The second-order part C(m) of the Hessian operator is neglected. We proceed in two
steps, first describing how to compute J(m)v for any v ∈ M, then J(m)†w for any
w ∈ W . We may first note that, from the definition of the forward problem (3.1), we
have, for any v ∈ M,

(3.26)
∂F (m,u)

∂u

∂u

∂m
v = −∂F (m,u)

∂m
v.

By the definition of J(m), (3.26) can be rewritten as

(3.27)
∂F (m,u)

∂u
J(m)v = −∂F (m,u)

∂m
v.

The quantity J(m)v is thus the solution of the forward problem (3.1) for the source

term −∂F (m,u)
∂m v. Next we define how to compute the product J(m)†w for any w ∈ W .

We recall the definition of the gradient of the misfit function

(3.28) ∇f(m) = J(m)†R†(Ru− d).

By identification with the formula obtained through the first-order adjoint-state method
(3.10), where the opposite of the residuals are the source of the adjoint wavefield, we
deduce that the product J(m)†w can be obtained through the same formula,

(3.29) J(m)†w = Re

(
∂F (m,u(m))

∂m

†
ν1(m)

)
,

where ν1(m) is the solution of the adjoint equation for which the source term−R†(Ru−
d) is replaced by −w, such that

(3.30)
∂F (m,u)

∂u

†
ν1 = −w.

As a consequence, for a given v ∈ M and a given subsurface model m ∈ M, the
computation of the matrix-vector product B(m)v may be rewritten as

(3.31) B(m)v = Re

(
∂F (m,u(m))

∂m

†
ν1(m)

)
,

where ν1(m) is given by

(3.32)

⎧⎪⎪⎨
⎪⎪⎩

∂F (m,u)

∂u

†
ν1 = −R†Rν2(m),

∂F (m,u)

∂u
ν2 = −∂F (m,u)

∂m
v.

Interestingly, the equations (3.31) and (3.32) are exactly equivalent to those which
would be obtained using the general formulas (3.21) and (3.22) and neglecting the con-
tribution of all second-order terms. The field ν1(m) would be equivalent to μ3(m),
while the field ν2(m) is equivalent to μ2(m). The Hessian-vector formula (3.22) be-
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comes equivalent to the formula (3.29) as the two first terms are neglected. This is
consistent with the Gauss–Newton approximation, which relies only on the first-order
derivatives of the wavefield u(m). The computation of the Hessian-vector product in
the Gauss–Newton approximation amounts to solving three wave-propagation prob-
lems: two forward problems for the computation of u(m) and ν2(m) and one adjoint
problem for the computation of ν1(m).

3.3. Computational Cost. Consider the solution of the linear system (2.2) for
the computation of the descent direction Δmk. The right-hand side in (2.2) is the
opposite misfit gradient −∇f(m). The gradient is computed using the first-order
adjoint-state method, which requires the computation of the incident wavefield u(m)
(solution of one forward problem) and the adjoint wavefield λ(m) (solution of one ad-
joint problem). The computation of H(m)v or B(m)v requires solving two additional
problems: one forward problem for the computation of μ2(m) and one adjoint prob-
lem for the computation of μ3(m). Even if the computation of λ(m) is not required
for the computation of B(m)v, it is imposed by the computation of the gradient.
Therefore, if u(m) and λ(m) can be stored in memory, the computational costs of
H(m)v and B(m)v are equivalent and amount to the solution of one forward and one
adjoint wave-propagation problem. The solution of (2.2) with a matrix-free conjugate
gradient algorithm requires one to solve 2 + 2×Niter wave equations, where Niter is
the number of conjugate gradient iterations that have to be performed, whether in
the Gauss–Newton approximation or in the exact Newton context.

While storing u(m) and λ(m) is a reasonable assumption for 2D frequency-domain
FWI applications, this may be questionable for 3D frequency-domain applications,
as well as for 2D and 3D time-domain FWI applications. In the latter case, the
discretization in the time dimension significantly increases the size of the wavefields
to be stored. In addition, let us point out that for realistic applications, the number
of sources Ns could reach several thousands (Ns = O(103)), and that one incident
and one adjoint wavefield have to be stored per source. In the case where the forward
and incident wavefields u(m) and λ(m) cannot be stored, the solution of (2.2) thus
requires one to solve 2+4×Niter wave-propagation problems using the exact Newton
operator. This computation cost decreases to 2+3×Niter wave-propagation problems
in the Gauss–Newton approximation.

In the next section, we investigate how the truncated Newton method can be
efficiently implemented in the FWI context.

4. The Truncated Newton Method.

4.1. Sketch of the Algorithm. We first present the sketch of the truncated
Newton method using first-order and second-order adjoint-state formulas, in the
exact Newton framework, based on the computation of the descent direction by the
conjugate gradient algorithm. Algorithm 1 is composed of two nested loops. We refer
to the outer loop as the nonlinear iteration loop and to the inner loop as the linear
iteration loop. The inner loop is devoted to the solution of the linear system (2.2)
using the conjugate gradient algorithm. The solution of this system is the descent
direction Δm, which is used to update the current parameter model m.

In his survey, Nash [52] gives two important conditions for the truncated Newton
method to be efficient:

• each iteration of the conjugate gradient should be performed efficiently;
• the iteration number performed in the internal loop should be reduced as
much as possible.
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Algorithm 1. Truncated Newton Method Algorithm.

Data: m0, ε, ϕ
Result: argmin

m
f(m)

m = m0;
while f(m) > ε do

compute u(m) solution of (1.1);
compute λ(m) solution of (3.12);
compute ∇f(m) following (3.10);
set Δm = 0, r = ∇f(m), x = −r;
while convergence criterion is not met do

compute μ2(m) and μ3(m) solution of (3.24);
compute H(m)x;
β1 = (H(m)x, x);
β2 = ‖r‖2;
Δm = Δm+ (β1/β2)x;
r = r + (β1/β2)H(m)x;
x = −r +

(‖r‖2/β2

)
x;

end
compute α (globalization method);
m = m+ αΔm;

end

The adjoint-state method presented in the previous section ensures that the first
condition is satisfied. The main challenge is thus the definition of an adequate stopping
criterion to prevent oversolving, while ensuring good convergence properties.

One could think naively that the solution of the linear system (2.2) should be
computed as accurately as possible, to provide a descent direction which generates
the most important decrease of the cost function. This is not true. Let us recall
the principle of the Newton method. The computation of the descent direction Δmk

at each nonlinear iteration amounts to minimizing the quadratic function qk(Δmk)
defined by

(4.1) qk(Δmk) = f(mk) + (∇f(mk),Δmk) +
1

2
(H(mk)Δmk,Δmk).

If this approximation is accurate, there is interest in computing a precise solution
to the problem (2.2). Conversely, when this quadratic approximation is inexact,
computing an exact solution of the system (2.2) amounts to the exploration of an
unwanted zone. A measurement of the accuracy of the local quadratic approximation
of the misfit function f(m) can thus provide an appropriate stopping criterion. The
way this is accounted for depends on the globalization method which is chosen.

4.2. The Globalization Method. The Newton algorithm is proven to be only
locally convergent. A scaling of the descent direction Δmk is therefore necessary to
render the method globally convergent, in other words, to ensure that the method
converges to a local minimum for any starting point m0. Two families of methods
exist for the computation of this scaling. The choice of the globalization strategy is
important, as it conditions the discussion on the stopping criterion.

4.2.1. The Linesearch Method. The simplest globalization strategy is known as
the linesearch procedure. The exact linesearch method consists in solving exactly the
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subproblem

(4.2) min
α

f(mk + αΔmk).

However, this method is never implemented because of its expensive computational
cost. In addition, as mentioned when considering the required accuracy for solving the
linear system (2.2), there is no interest in solving exactly the subproblem (4.2). Both
the quadratic approximation qk(Δmk) and the solution of the linear system (2.2) are
potentially inaccurate. Instead, a coefficient α enforcing the two Wolfe conditions is
computed (see, for instance, [4] or [55]). These two conditions require that the model
update αΔmk is not too small and that it provides a sufficient decrease of the misfit
function f(m). Satisfying these two conditions ensures global convergence.

4.2.2. The Trust-Region Method. An alternative to the linesearch procedure is
the trust-region globalization method. Instead of computing first the descent direction
and then a proper scaling coefficient, the scaling of the descent direction is computed
implicitly by minimizing the quadratic function qk(Δmk) within a trust region of
radius rk ∈ R+

∗ . At each nonlinear iteration, the following constrained quadratic
problem is solved:

(4.3) min
Δmk

qk(Δmk) subject to ‖mk +Δmk‖ < rk.

The role of the radius rk is to reflect the accuracy of the local quadratic approximation
qk(Δmk). It is updated at each nonlinear iteration by a comparison between the
decrease provided by the selected model update Δmk predicted by the quadratic
form qk(Δmk) and the actual decrease observed by evaluating the misfit function
f(m). The following quantity ρ is computed:

(4.4) ρ =
f(m)− qk(Δmk)

f(m)− f(m+Δmk)
.

At each iteration k, the radius rk is reduced until ρ becomes larger than a threshold
β1 > 0. If, in addition, ρ is larger than a second threshold β2 > β1, the radius rk is
enlarged.

Note that the optimal solution of the system (4.3) satisfies

(4.5) (H(mk) + βI)Δmk = −∇f(mk)

for some β ≥ 0, where H(mk) + βI is symmetric definite positive [54]. Different
methods are proposed to solve this subproblem (see Moré [50] or the dogleg method
[62]). For a large-scale inverse problem, Steihaug demonstrates that an approximate
solution of the subproblem (4.3) can be found using the conjugate gradient method
[71]. This amounts to constructing a sequence Δmi

k converging to the solution of
(4.3). One important property is that the sequence of the norm of the iterates is an
increasing sequence:

(4.6) ‖Δmi+1
k ‖ > ‖Δmi

k‖.
Therefore, provided the initial iterate satisfies Δm0

k = 0, a natural stopping criterion
for the solution of (2.2) through the conjugate gradient method can be derived; the
inner iterations stop whenever

(4.7) ‖mk +Δmi
k‖ > rk.
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This yields an efficient way to account for the accuracy of the quadratic approximation
qk(Δmk) in the inner iterations.

We first implemented the truncated Newton method using this framework. How-
ever, we were faced with the following difficulty: The first iterate Δm1

k systematically
satisfies

(4.8) ‖mk +Δm1
k‖ > rk,

which yields a premature ending of the conjugate gradient algorithm. Therefore,
the computed descent direction is the steepest-descent direction −∇f(mk), and the
resulting method is equivalent to the steepest-descent algorithm globalized by the
trust-region method. This might be due to the strong nonlinearity of the misfit
function, as mentioned by Gould et al. [26], who propose a sophistication of the initial
Steihaug–Toint algorithm using the Lanczos algorithm to mitigate this difficulty. The
approach which is developed is, however, more complex, and it requires substantial
additive computational efforts. Moreover, the numerical results that are presented do
not emphasize significant improvements compared to the original Steihaug algorithm.

As a consequence, we have turned to the definition of a stopping criterion for the
conjugate gradient method accounting for the accuracy of the quadratic approxima-
tion qk(d) in the context of linesearch globalization methods.

4.3. Stopping Criterion for Linesearch Globalization Methods. Eisenstat and
Walker [16] propose three stopping criteria that are related to the accuracy of the
local quadratic approximation. For each of these criteria, a convergence proof of the
truncated Newton method is provided. These criteria take the following form: the
linear iterations are stopped whenever

(4.9) ‖H(mk)Δmk +∇f(mk)‖ ≤ ηk‖∇f(mk)‖.
In the expression (4.9), the quantity ηk is defined as the forcing term. The amplitude
of ηk controls the required accuracy on the solution of the system (2.2). The three
different stopping criteria proposed by Eisenstat and Walker are associated with three
possible definitions of ηk:

(4.10)

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

ηk,1 =
‖∇f(mk)−∇f(mk−1)− αk−1H(mk−1)Δmk−1‖

‖∇f(mk−1)‖ ,

ηk,2 =
|‖∇f(mk)‖ − ‖∇f(mk−1) + αk−1H(mk−1)Δmk−1‖|

‖∇f(mk−1)‖ ,

ηk,3 = a1

( |‖∇f(mk)‖
‖∇f(mk−1)‖

)a2

, a1 ∈ [0, 1], a2 ∈ [1, 2].

The first two forcing terms ηk,1 and ηk,2 compare the values of the misfit gradient
∇f(mk) with its first-order Taylor expansion given by

(4.11) ∇f(mk) � ∇f(mk−1) + αk−1H(mk−1)Δmk−1 + o(‖Δmk−1)‖.
Therefore, the expressions ηk,1 and ηk,2 are related to the quality of the quadratic
approximation qk(Δmk): they decrease when the accuracy of the approximation in-
creases, and increase when the accuracy of the approximation decreases. They repre-
sent an alternative to the measurement of the accuracy of qk(Δmk) by the quantity
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ρ defined by (4.4) within the trust-region context, which is based on a second-order
expansion of the misfit function.

The third forcing term ηk,3 is not directly related to the accuracy of the quadratic
approximation qk(Δmk). However, a convergence proof is also given for the choice
of this forcing term in [16]. In practice, with appropriate choices of a1 and a2, this
forcing term can result in less oversolving than the first two terms.

The Eisenstat and Walker approach is thus an interesting alternative to the Stei-
haug algorithm, which yields an efficient truncated Newton method that can be ap-
plied to the strongly nonlinear FWI problem, provided additional safeguards are im-
plemented to complement the Eisenstat and Walker stopping criterion.

4.4. Additional Safeguards. The “safeguards” proposed by Eisenstat andWalker
[16] aim at ensuring that, far from the solution, a sufficiently nonrestrictive forcing
term is computed. Therefore, a modification of the forcing term is introduced, based
on the estimation of the convergence rate. For the two first forcing terms ηk,1, ηk,2,
this additional step is as follows:

(4.12) If η
(1+

√
5)/2

k−1,j > 0.1, then ηk,j = max{ηk,j , η(1+
√
5)/2

k−1,j }, j = 1, 2.

For the third forcing term, we have the following “safeguard” step:

(4.13) If a1η
a2

k−1,3 > 0.1, then ηk,3 = max{ηk,3, a1ηa2

k−1,3}.
The choice of the forcing term and the definition of the associated stopping cri-

terion for the linear iteration must be complemented with an appropriate strategy to
deal with the detection of negative curvatures. Indeed, while the Gauss–Newton ap-
proximation of the Hessian B(m) is symmetric positive, the second-order part C(m)
may render the full Hessian operator H(m) symmetric indefinite. Therefore, during
the solution of the linear system (2.2) with the conjugate gradient algorithm, the
probability of encountering a curvature associated with a negative eigenvalue of the
operatorH(m) cannot be ignored. In this case, the linear iterations have to be stopped
and the last value of the descent direction Δmk which is computed is returned. If
this negative curvature is met at the very first linear iteration, the steepest-descent
direction is returned. Let us point out that this safeguard provides a very robust
stopping criterion when the full Hessian approximation is used: the model update
computed in the inner conjugate gradient loop is always guaranteed to be a descent
direction for the misfit function f(m).

4.5. Preconditioning. Finally, from a computational point of view, the perfor-
mance of the truncated Newton algorithm can be improved by the use of precondition-
ers for the solution of the inner linear systems (2.2). This requires the computation
of an approximation of H(m)−1 in a matrix-free form. The use of standard pre-
conditioners such as the incomplete LU [34] or the incomplete Choleski [2] is thus
impracticable.

One possibility is to use an l-BFGS approximation of the Hessian operator. This
approximation can be updated at each outer nonlinear iteration. Starting from the
identity matrix, scaled by an appropriate factor, an l-BFGS approximation Qk is
built, and the linear system (4.2) is replaced by

(4.14) QkH(mk)Δmk = −Qk∇f(mk).

If only one iteration of the conjugate gradient is performed, then the descent direction
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Δmk satisfies

(4.15) Δmk = −Qk∇f(mk),

that is to say, Δmk is the standard l-BFGS descent direction. In this case, the
truncated Newton method can be seen as a generalization of the l-BFGS method.

Another possibility, proposed by Morales and Nocedal [48], is the computation of
an l-BFGS approximation of the Hessian operator at each nonlinear iteration during
the solution of the system (2.2). Starting from the identity matrix, scaled by an
appropriate factor, an approximation Mk is built and updated at each conjugate
gradient iteration. This approximation is then used to precondition the system (2.2)
at the iteration k + 1. As previously mentioned, the solution of the system (2.2) by
the conjugate gradient amounts to the minimization of the quadratic form qk(Δmk).
From its definition (4.1), qk(Δmk) satisfies

(4.16) ∇2qk(Δmk) = H(mk), ∇qk(Δmk) = H(mk)Δmk +∇f(mk).

The quantity ∇qk(Δmk) corresponds to the residuals of the linear system (2.2).
Therefore, an approximation of H(mk) can be computed through conjugate gradi-
ent iterations using the successive values of the residuals.

4.6. Final Algorithms. As a summary of this discussion, we propose Algorithms
2 and 3 corresponding to outer and inner l-BFGS preconditioned versions of the
truncated Newton method.

Note that the preconditioned conjugate gradient version is now proposed in the
inner loop, in comparison with Algorithm 1 where no preconditioning is applied. The
forcing term η is computed through one of the three Eisenstat and Walker formulas,
complemented with their safeguards. The additional stopping criterion based on the
detection of a negative curvature appears explicitly: the inner iterations stop whenever
H(m)x, x) ≤ 0. The computation of the l-BFGS approximation Q, or the linesearch
parameter α, are not specified so as to keep things simple. A very efficient way of
computing the matrix-vector product Qr and storing the matrix Q in a sparse form
is proposed in [54], through a double recursion loop.

5. Numerical Results. We begin this section with the presentation of the con-
text in which we perform the different tests on the truncated Newton method. Two
test cases are presented. The first is standard in the seismic imaging community and is
based on the Marmousi pressure-wave velocity model [40]. We use it as a benchmark
to calibrate the truncated Newton method, in particular, for the choice of the forcing
term that controls the stopping criterion for the inner linear iterations. An analysis
of the convergence of this method with respect to the forcing term is presented. A
comparison of its overall performance with the standard steepest-descent algorithm
and the l-BFGS method is also given. The second test case involves a near-surface
imaging of concrete structure presenting high-velocity contrasts. This test case ex-
hibits an important complexity in the recorded data-sets generated by the presence
of high-amplitude multiple reflections. As suggested in section 2, using the truncated
Newton method in this case allows one to account more accurately for this operator
and to improve the estimation of the subsurface parameters, compared to standard
methods.

5.1. Context. The numerical tests we present are performed in the 2D frequency
domain using acoustic modeling of the wave propagation. The density is assumed to
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Algorithm 2. Outer l-BFGS Preconditioned Truncated Newton Algorithm.

Data: m0, ε, ϕ
Result: argmin

m
f(m)

m = m0;
η = 0.9;
Q = I;
while f(m) > ε do

compute u(m) solution of (1.1);
compute λ(m) solution of (3.12);
compute ∇f(m) following (3.10);
set Δm = 0;
set r = ∇f(m);
set y = Q∇f(m);
set x = −r;
while ‖H(m)x+∇f(m)‖ > η‖∇f(m)‖ do

compute μ2(m) and μ3(m) solution of (3.24);
compute H(m)x;
β1 = (H(m)x, x);
if β1 ≤ 0 then

stop the inner iterations;
else

β2 = (r, y);
Δm = Δm+ (β1/β2)x;
r = r + (β1/β2)H(m)x;
y = Qr;
x = −r + ((r, y)/β2)x;

end

end
compute α (linesearch);
m = m+ αΔm;
update η with the chosen Eisenstat and Walker forcing-term formula;
update Q with the l-BFGS formula from the gradient value ∇f(m);

end

be constant and the subsurface is described by the pressure-wave velocity vp. In this
context, the forward problem (1.1) associated with a given circular frequency ω is
equivalent to the Helmholtz equation

(5.1) ω2u+ v2pΔu = ϕ.

Equation (5.1) is discretized with a fourth-order finite difference scheme with a com-
pact stencil [27]. Perfectly matched layers (PMLs) [3, 41] are used to avoid fictitious
reflections on the boundaries of the computation domain. The solution of (5.1) re-
duces to the solution of a sparse linear system. This is performed through a parallel
LU factorization, based on a multifrontal technique [14], implemented in the MUMPS
solver [1]. In addition, the LU factorization of the stiffness matrix associated with the
discretization of (5.1) is reused to solve the adjoint problems. This interesting feature
is one of the reasons for working in the frequency domain: Provided the LU factor-
ization of the stiffness matrix system can be stored, this approach largely reduces
the computational costs, compared to the time-domain approach. This is especially



FWI AND THE TRUNCATED NEWTON METHOD 175

Algorithm 3. Inner l-BFGS Preconditioned Truncated Newton Algorithm.

Data: m0, ε, ϕ
Result: argmin

m
f(m)

m = m0;
η = 0.9;
Q1 = I;
while f(m) > ε do

compute u(m) solution of (1.1);
compute λ(m) solution of (3.12);
compute ∇f(m) following (3.10);
set Δm = 0;
set r = ∇f(m);
set y = Q1∇f(m);
set x = −r;
set Q2 = I;
while ‖H(m)x+∇f(m)‖ > η‖∇f(m)‖ do

compute μ2(m) and μ3(m) solution of (3.24);
compute H(m)x;
β1 = (H(m)x, x);
if β1 ≤ 0 then

stop the inner iterations;
else

β2 = (r, y);
Δm = Δm+ (β1/β2)x;
r = r + (β1/β2)H(m)x;
y = Q1r;
x = −r + ((r, y)/β2)x;
update Q2 with the l-BFGS formula based on the residual values r;

end

end
compute α (linesearch);
m = m+ αΔm;
update η with the chosen Eisenstat and Walker forcing-term formula;
switch preconditioners for the next nonlinear iteration: Q1 = Q2;

end

important when the number of data-sets is large: the same LU factorization is used
to solve the forward and adjoint problems associated with each data-set.

In the following two tests, which are based on this wave-propagation modeling, an
estimation of the pressure-wave velocity is computed using an FWI scheme. We thus
focus on monoparameter FWI and investigate the impact of an accurate accounting
of the inverse Hessian operator in this context. For the two tests, the performances
of the steepest-descent algorithm, the l-BFGS method, and the truncated Newton
algorithm (in the Gauss–Newton approximation and in the exact Newton context)
are presented. We implement our own version of all these algorithms to propose an
analysis that does not depend on implementation details. In particular, we implement
the same linesearch globalization method for the three algorithms. This linesearch
method satisfies the Wolfe conditions [4, 54]. In addition, the computational efficiency
of the inversion schemes is compared in terms of the required number of forward
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problem solutions. This gives better insight into the computational cost associated
with the three methods than the comparison of either of the following:

• the number of nonlinear iterations: the truncated Newton method performs
significantly fewer nonlinear iterations, but each of these requires far more
computational effort;

• the overall computation time: the implementations of the two minimization
algorithms have not been optimized in the same way, and the computation
time depends on these implementation details.

Note that in our 2D frequency-domain implementation, the incident and adjoint wave-
fields can be stored in memory. This reduces the number of wave propagations to be
solved for the truncated Newton method: higher computational cost would be incurred
in contexts where storing these fields is impossible, as is discussed in section 3.3.

In all the following experiments, the memory parameter l for the l-BFGS method,
which corresponds to the number of gradients that are stored to compute the approx-
imation of the inverse Hessian, is set to l = 20. This rather large value is chosen
to produce a reasonably accurate l-BFGS approximation of the Hessian operator.
However, performing the same tests with l = 5 or l = 40 has led us to the same
conclusions. Note also that the l-BFGS approximations are built from the identity
matrix; no initial estimation of the inverse Hessian is provided.

5.2. Marmousi Case Study.

5.2.1. Presentation. The Marmousi model is a synthetic pressure-wave velocity
model designed at IFPEN (Institut Français du Pétrole Energies Nouvelles) in 1988
and proposed as a benchmark for testing seismic imaging methods. The geometry of
this model is based on a realistic profile. It was created to produce complex seismic
data requiring advanced processing techniques to obtain a correct Earth image. In
2006, an update of this model was proposed [40]: it was enlarged, and associated shear-
wave velocity and density models were added for elastic-wave propagation modeling.
In this study, we restrict ourselves to the acoustic approximation, and we only use
the updated Marmousi pressure-wave velocity model, presented in Figure 5.1. Note
that the ratio between vertical and horizontal distances is not to scale, to improve the
readability of the model figures.

The Marmousi model is 16 km wide and 3.5 km deep, with a 400 m deep water
layer on top of the model. This layer is kept constant in the inversion scheme for all
the following experiments, which results in a reduction of the parameter space and a
stabilization of the problem; since these parameters are close to the sources and the
receivers, the wavefield is very sensitive to small variations of these parameters.

We use a discretization step of 25 m, which corresponds to approximately 105

pressure-wave velocity discrete parameters. The PML size is set to 10 discretization
points on each side of the domain; hence, we do not implement a free-surface condition.
We use a marine seismic experiment acquisition system composed of 144 sources and
660 receivers located at the top of the model (25 m depth) in the water layer. We
first compute four synthetic data-sets for the frequencies 3, 5, 8, and 12 Hz. The
corresponding number of discrete data is approximately 380,000. We use a smoothed
version of the exact Marmousi model as the initial guess (see Figure 5.1), obtained
using a Gaussian filter.

5.2.2. Convergence Analysis of the Truncated Newton Method. We inves-
tigate the convergence properties of the truncated Newton method depending on
the choice of the forcing term. Four different methods are compared: the Newton
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Fig. 5.1 The Marmousi II pressure-wave velocity model (top) and initial guess (bottom).

method, the Gauss–Newton approximation, the outer l-BFGS preconditioned New-
ton method, and the outer l-BFGS Gauss–Newton method. The results yielded by the
inner l-BFGS preconditioning are not satisfactory; a systematic premature ending of
the algorithm is obtained because of a linesearch failure (after 20 misfit function and
gradient evaluations, no proper scaling of the descent direction is found). This failure
indicates that the computed descent direction is not accurate enough. This probably
happens because the number of conjugate gradient iterations performed in the inner
loop varies too rapidly from one nonlinear iteration to the other for a useful l-BFGS
approximation to be computed (see Figure 5.3). The nonlinearity of the misfit func-
tion f(m) could also cause the l-BFGS approximation of H(mk)

−1 computed in the
inner loop at iteration k to be far from the inverse Hessian H(mk+1)

−1. Compared
to the inner preconditioning, the outer preconditioning is far more robust.

Three different choices for the forcing terms are compared, following the propo-
sition of Eisenstat and Walker (4.10):

• Choice (a): ηk = ηk,1.
• Choice (b): ηk = ηk,2.
• Choice (c): ηk = ηk,3 with a1 = 0.95, a2 = 1.

In standard implementations, a strong additional convergence criterion is used for
the inner linear iterations to prevent oversolving of the inner problem: a maximum
number of linear iterations is set. In our implementation we deliberately set this limit
to a high level; the convergence is forced whenever the number of inner iterations
reaches Niter = 100, while values of 20 or 30 are usually found in the literature [52].
Our objective is to test the importance of the definition of the forcing term; we want
to prevent the inner loop convergence from being driven by a maximum number of
authorized iterations instead of the forcing term.

The stopping criterion for the outer nonlinear iterations consists in satisfying the
condition

(5.2) f(m)/f(m0) < 10−3.
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Fig. 5.2 Comparison of the convergence of the truncated Newton method depending on the forcing
term choice. From top to bottom: Newton method, Gauss–Newton method, outer l-BFGS
preconditioned Newton method, and outer l-BFGS preconditioned Gauss–Newton method.

The convergence curves associated with these methods and the choice of the
forcing term are presented in Figure 5.2.

We show that convergence is reached in each case, except for the forcing term (c)
and the Gauss–Newton method, and the forcing term (b) and the Newton method.
In these two cases, a local minimum of the misfit function is reached, and the method
is unable to minimize the misfit function any further. Conversely, the use of the
forcing term (a) yields convergence for the four methods (Newton, Gauss–Newton,
and their preconditioned versions). In terms of convergence speed, the use of the
forcing term (a) provides a significant enhancement of the preconditioned Newton
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Fig. 5.3 Number of inner CG iterations plotted against number of nonlinear iterations. Top row to
bottom row: Newton method, Gauss–Newton method, outer l-BFGS preconditioned Newton
method, and outer l-BFGS preconditioned Gauss–Newton method. Left column: ηk = ηk,1;
middle column: ηk = ηk,2; right column: ηk = ηk,3 with a1 = 0.95 and a2 = 1.

method. For the Newton method, the choice of the forcing term (a) induces slightly
more computational efforts compared to the forcing term (c). For the Gauss–Newton
method and its preconditioned version, the different forcing terms give approximately
the same results, except for the forcing term (c) and the Gauss–Newton algorithm,
the use of which makes the minimization process converge toward a local minimum.
This first analysis advocates for the choice of the forcing term (a), since it yields
convergence in each case and provides satisfactory convergence speed compared to
the others.

We complement these tests with the analysis of the number of inner linear itera-
tions performed and the size of the step computed through the linesearch method at
each nonlinear iteration. These results are presented, respectively, in Figures 5.3 and
5.4. The average number of linear iterations performed per nonlinear iteration is also
provided in Table 5.1.

Figure 5.3 shows that the forcing term (a) leads to the highest reduction in the
number of linear iterations per nonlinear iteration for the Gauss–Newton case and the
preconditioned Newton case (see Figure 5.3, rows 2 and 3). For the Gauss–Newton
case, the forcing term (c) only performs one linear iteration per nonlinear iteration;
this emphasizes the convergence failure of the method in this case. For the Newton
case (row 1), the forcing term (b) seems more adapted. For the preconditioned Gauss–
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Fig. 5.4 Size of the step length αk plotted against number of nonlinear iterations. Top row to
bottom row: Newton method, Gauss–Newton method, outer l-BFGS preconditioned Newton
method, and outer l-BFGS preconditioned Gauss–Newton method. Left column: ηk = ηk,1;
middle column: ηk = ηk,2; right column: ηk = ηk,3 with a = 0.95 and a2 = 1.

Table 5.1 Average number of inner CG iterations per nonlinear iteration.

Newton Gauss–Newton Preconditioned Newton Preconditioned Gauss–Newton

Choice (a) 5.96 5.5 6.21 4.44

Choice (b) 4.25 8.75 4.44 5.73

Choice (c) 8.51 1. 4.92 3.79

Newton case (row 4), the three forcing terms give approximately the same results.
Table 5.1 shows that the average number of inner linear iterations is more stable for
the forcing term (a) with respect to the optimization that is used. Finally, Figure 5.4
emphasizes an interesting property of the forcing term (a): this choice seems to provide
better stability in terms of the step size computed through the linesearch procedure.
This property is important to the computational cost: a change in the step length is
equivalent to at least one additional computation of the gradient of the misfit function,
which amounts to an additional forward and adjoint problem.

From these tests, we thus conclude that the forcing term (a) is best adapted
to our purpose. Since the best forcing term has been determined, we now compare
the performance of the truncated Newton method using this forcing term with the
steepest-descent method and the l-BFGS method.
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Fig. 5.5 Convergence curves for the Marmousi II test case: N: Newton, GN: Gauss–Newton, LB:
l-BFGS, ST: steepest descent, Npr: outer preconditioned Newton, GNpr: outer precondi-
tioned Gauss–Newton.

5.2.3. Comparison with Gradient-Based Methods. We present in Figure 5.5
the convergence curves obtained for the steepest-descent algorithm, the l-BFGS algo-
rithm, and the truncated Newton algorithm, either in the Gauss–Newton approx-
imation or using the exact Hessian operator. As expected, the steepest-descent
algorithm converges very slowly. It requires us to solve more than ten thousand
wave-propagation problems, whereas the truncated Newton method and the l-BFGS
method require us to solve fewer than two thousand such problems. This emphasizes
the desirability of using Newton and quasi-Newton methods for the FWI problem.

To gain some additional insight into the performances of the truncated Newton
method compared to the l-BFGS method, we also present in Figure 5.5 the con-
vergence curves obtained for the l-BFGS algorithm, the Gauss–Newton method, the
Newton method, and the outer preconditioned versions of the latter two. We show
that, for the Marmousi case, the l-BFGS algorithm remains more efficient than the
truncated Newton method in terms of computational efficiency. The best results
for the truncated Newton method are obtained by the preconditioned Gauss–Newton
version. The effect of the outer l-BFGS preconditioning is important; compare, for in-
stance, the convergence of the Newton method with its preconditioned version. These
results indicate that the l-BFGS approximation of the inverse Hessian operator is
accurate enough for the l-BFGS method to converge rapidly. Note, however, that
contrary to the steepest-descent method, which converges slowly, the computational
effort required for the l-BFGS method and the truncated Newton method using the
Gauss–Newton approximation are of the same order.

The wave-velocity model estimated with the l-BFGS method and its difference
from the exact model are presented in Figure 5.6. From a very low resolution ap-
proximation of the solution, the FWI method provides a high-resolution estimation
of the solution. The results obtained with the different inversion methods are very
similar, even for the steepest-descent method, as can be seen in Figure 5.7, where
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Fig. 5.6 l-BFGS inversion results. Estimated model (left) and difference with the exact model
(right).

Fig. 5.7 Difference between the l-BFGS estimated model and the other estimated models: Newton
(top left), Gauss–Newton (top right), outer preconditioned Newton (middle left), outer
preconditioned Gauss–Newton (middle right), and steepest descent (bottom).

the differences between the l-BFGS estimations and the estimations provided by the
other inversion schemes are presented.

From this experiment, we conclude that, compared to steepest descent, the trun-
cated Newton method incurs approximately the same computational cost as the l-
BFGS method, which corroborates the results of Nocedal and Nash [51]. On this
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Fig. 5.8 Exact pressure-wave velocity model.

particular test case, we also show that the Gauss–Newton approximation performs
better than the Newton approximation, the Newton method converging more slowly.
Preconditioning the two methods with an outer l-BFGS approximation efficiently
enhances the convergence speed. Finally, among all the inversion schemes we have
tested, the l-BFGS method seems to be the most efficient. Note, however, that the
performances of the truncated Newton method should be enhanced by a more appro-
priate preconditioning of the inner linear system, or the use of a deflated conjugate
gradient algorithm [68].

In the next section, we investigate another test case inspired from a near-surface
imaging application.

5.3. A Near-Surface Imaging Application. We consider the wave-velocitymodel
presented in Figure 5.8. This model is composed of a homogeneous background and
two superimposed concrete structures. Detecting and correctly imaging these two
concrete foundations buried in the subsurface at a few meters depth is a challenge in
seismic imaging. Note that the average scale is much shorter than for the previous
test case. The depth of investigation is limited to 3 m, and the width of the exact
model is 15 m. The discretization step is 0.15 m, which amounts to 2121 discrete
subsurface parameters. As for the Marmousi test case, we add 10 points width PMLs
at all the boundaries. The short distance of propagation inside the model due to
the near-surface configuration makes it difficult to discriminate between the different
types of waves recorded in the seismograms. The very high velocity contrast between
the background (300 m·s−1) and the concrete foundations (4000 m·s−1) generates
high-amplitude reflections. In addition, the close distance between the two structures
is responsible for important multiple scattering; this is the reason why we consider
this test case.

We first use a full acquisition system, that is to say, using four lines of sources/
receivers on each side of the domain. In the following subsection, we investigate a
more realistic case, replacing the bottom sources/receivers line with a layer at 500
m·s−1.

5.3.1. Full Acquisition Case. We compute nine data-sets, corresponding to the
frequencies 100, 125, 150, 175, 200, 225, 250, 275, and 300 Hz. As for the Marmousi
test case, the nine data-sets are inverted simultaneously. The initial model is the
homogeneous background model.

We show two time-domain data-sets computed with the exact wave-velocity model
and with the initial homogeneous-velocity model in order to obtain a better insight
into multiple scattering (see Figure 5.9). These two data-sets are obtained using a
source located at the surface, between the two concrete structures, at x = 6.75 m.
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Fig. 5.9 Data-set computed in the exact model (left) and in the initial homogeneous model (right).

Fig. 5.10 Convergence curves. N: Newton, GN: Gauss–Newton, LB: l-BFGS, ST: steepest descent.

The signal emitted by the source is a Ricker wavelet, centered on the frequency 150
Hz. The following data representation is adopted: the horizontal axis corresponds to
the receivers, and the vertical axis corresponds to the time from the source excitation.
The amplitude of the pressure wavefield recorded by each receiver corresponds to the
intensity of the black and white plots.

From Figure 5.9, we show that the first-arrival waves are correctly predicted by
the initial homogeneous model. In the left figure, the signal after the first arrival
corresponds to the multiple reflections from the two concrete structures. These waves
are not predicted by the initial homogeneous model.

We compare the convergence of the steepest-descent algorithm and the l-BFGS
algorithm with the truncated Newton method for this test case. The correspond-
ing curves are presented in Figure 5.10. As for the previous case, the misfit func-
tion values are plotted as a function of the number of forward problem solutions.
From Figure 5.10, we show that steepest descent, the l-BFGS algorithm, and the
Gauss–Newton truncated method fail to converge. The convergence curves of the
preconditioned versions of the Gauss–Newton and exact Newton truncated methods
are not presented, because they also stop at the very first iterations. Only the exact
Newton method, without preconditioning, is able to converge.

The corresponding inversion results are presented in Figure 5.11. The four results
are plotted with the same color scale. As indicated by the misfit function decrease,
the two concrete structures are better reconstructed using the Newton method, even
if the wave-velocity amplitude is underestimated (this value reaches 810 m·s−1, which
is still far from the real value of 4000 m·s−1). The structures and their edges appear
more clearly.

Why does the Newton method outperform the l-BFGS method and the Gauss–
Newton method in this case? To answer this question, we first compute the data in
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Fig. 5.11 Pressure-wave velocity estimation. Steepest descent (top left), l-BFGS (top right), Gauss–
Newton (bottom left), Newton (bottom right).

Fig. 5.12 Data-set computed in the estimated models. Steepest descent (top left), l-BFGS (top
right), Gauss–Newton (bottom left), Newton (bottom right).

the time domain associated with each of the estimated wave-velocity models, as was
previously done for the exact and initial models (see Figure 5.12). The residuals in
the time domain are also presented in Figure 5.13.

These figures demonstrate that the multiscattered waves appearing between the
two concrete structures are only correctly interpreted by the full Newton method.

In addition, we compute the Hessian matrix H(m) associated with the initial
background model, and its Gauss–Newton approximation B(m). The dimension of
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Fig. 5.13 Residuals associated with the estimated models. Steepest descent (top left), l-BFGS (top
right), Gauss–Newton (bottom left), Newton (bottom right).

Fig. 5.14 Hessian matrix (left), Gauss–Newton approximation (right).

the problem is small enough for the computation of the Hessian to be tractable. The
two matrices are presented in Figure 5.14. We show that the second-order part C(m)
of the Hessian operator is far from being negligible; the two matrices H(m) and B(m)
are plotted with the same color scale, and the differences are important. This is
an indication of the importance of the scattered wavefield and the presence of high-
amplitude second-order derivatives of the wavefield with respect to the wave-velocity
parameters. Besides, since the residuals Rus − ds do not decrease rapidly through-
out the iterative process (otherwise, the misfit function would be rapidly small), the
second-order part of the Hessian operator C(m) stays nonnegligible during the mini-
mization process.

This matrix C(m) may also be responsible for the presence of negative eigenvalues
in the Hessian operator. We compute the 500 largest eigenvalues of each matrix using
the Lanczos algorithm [25] (we use the FORTRAN code Blzpack [39]). The result is
presented in Figure 5.15. As expected, the Gauss–Newton matrix is symmetric posi-
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Fig. 5.15 500 largest eigenvalues of the Hessian operator (black) and its Gauss–Newton approxima-
tion (gray).

Fig. 5.16 Larger exact pressure-wave velocity model (left) and its corresponding initial guess (right).

tive, with numerous small eigenvalues associated with poorly illuminated parameters.
The initial full Hessian matrix presents numerous negative eigenvalues.

The strong imprint of the matrix C(m) emphasizes the importance of accounting
for the whole Hessian operator, and explains the poor performance of the Gauss–
Newton approximation. This corroborates the physical interpretation of the Hessian
operator which tells us that the artifacts in the gradient coming from high-amplitude
double scattered events might be mitigated by the term C(m) of the Hessian operator.
The reason why the l-BFGS algorithm fails in this case is less clear; however, this is
probably due the poor approximation of the inverse Hessian approximation in the
early iteration of the inversion. If the artifacts coming from double-scattered events
in the gradient are not attenuated in the first iterations, it is very difficult to remove
their imprint in a later stage of the inversion.

We test the method on a more realistic test case to continue our investigation of
the robustness of the truncated Newton method.

5.3.2. A More Realistic Case. We consider in this section an acquisition system
without the bottom line of sources/receivers. We use a larger domain (30 m wide
and 3.75 m deep), to compensate for this lack of illumination. We also insert a layer
of 500 m·s−1 velocity at the bottom of the true model. This layer is included in the
initial model m0. The corresponding exact model and initial model are presented in
Figure 5.16. We keep the same discretization step (0.15 m), which amounts to 5025
discrete subsurface parameters. We use only three lines of sources/receivers on the
top and lateral sides of the domain. We keep nine data-sets, corresponding to the
previous frequencies: from 100 to 300 Hz at 25 Hz intervals. As in the previous case,
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Fig. 5.17 Wave-velocity estimations. Steepest descent (top left), l-BFGS (top right), Gauss–Newton
(bottom left), exact Newton (bottom right).

Fig. 5.18 Wave-velocity estimations with −3 dB noisy data. steepest descent (top left), l-BFGS
(top right), Gauss–Newton (bottom left), exact Newton (bottom right).

the nine data-sets are inverted simultaneously. We also introduce a white noise on each
data-set, with different amplitudes, to investigate the robustness of the method. The
results corresponding to steepest descent, the l-BFGS inversion, the Gauss–Newton
inversion, and the exact Newton inversion are presented in Figures 5.17–5.19.

The results we obtain on this last test case confirm that the truncated Newton
method using the exact Hessian is preferable in this case than the l-BFGS method, as
we do expect strong imprints of second-order scattered data. The results without noise
show clearly that the concrete structures are better reconstructed using the truncated
Newton scheme, even if the contrasts are still far from being completely recovered.
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Fig. 5.19 Wave-velocity estimations with −9 dB noisy data: steepest descent (top left), l-BFGS
(top right), Gauss–Newton (bottom left), exact Newton (bottom right).

In addition, introducing noise up to −9 dB does not particularly degrade the results.
The reflections from the bottom layer seem to correctly compensate for the lack of
illumination caused by the removal of the fourth bottom line of sources/receivers.
Once again, the better performance of the truncated Newton method should be re-
lated to the presence of large negative eigenvalues in the initial Hessian operator.
These negative eigenvalues originate from the presence of a large-amplitude multi-
scattered wavefield. The l-BFGS method and the Gauss–Newton approximation used
in the truncated Newton framework are unable to approximate the Hessian operator
correctly, and therefore fail to converge.

6. Conclusion.

6.1. Summary. The importance of the inverse Hessian operator has led us to
investigate how another class of local optimization algorithm, the truncated Newton
method, can be efficiently implemented within the FWI framework. Unlike gradient-
based strategies, the truncated Newton method relies on an inexact solution of the
linear system associated with the computation of the Newton descent direction at
each nonlinear iteration of the minimization. This provides the ability to better ac-
count for the inverse Hessian operator. We have proposed an efficient implementation
of the truncated Newton strategy, adapted to FWI large-scale applications. This
strategy is based on a matrix-free computation of Hessian-vector products through
second-order adjoint-state techniques. These Hessian-vector products can thus be
used within a conjugate gradient solver for the solution of the inner Newton linear
system. Using optimal control theory and Lagrangian formulations, we show that
the solution of the linear system for the computation of the Newton descent direc-
tion amounts to the solution of 2 + 2×Niter wave-propagation problems per source,
where Niter denotes the number of conjugate gradient iterations, either in the exact
Newton context or in the Gauss–Newton approximation, provided the incident and
adjoint wavefields associated with each source can be stored. If not, the computation
of the Newton descent direction amounts to the solution of 4×Niter wave-propagation
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problems per source using the full Hessian operator. This computation decreases to
3 × Niter wave-propagation problems per source in the Gauss–Newton approxima-
tion.

The second requirement for the efficient implementation of the truncated Newton
algorithm relies on a suitable stopping criterion of the inner conjugate gradient loop.
We show that this stopping criterion must be related to the accuracy of the local
quadratic approximation made at each nonlinear iteration in the framework of Newton
minimization methods. One possible way to account for this accuracy is the use of
the Eisenstat and Walker stopping criterion [16], and one of the associated forcing
terms that they propose. In addition, preconditioning techniques of the linear systems
associated with the computation of the Newton descent direction can be used to speed
up the convergence. In this study, we have proposed two preconditioning strategies
based on the l-BFGS approximation of the inverse Hessian operator computed during
the inner linear iteration or the outer nonlinear iterations.

The investigation of the Marmousi case study offers the possibility of calibrat-
ing the truncated Newton strategy for FWI, in particular, regarding the choice of
the stopping criterion of the inner linear system. The numerical tests we perform
show that this is crucial. Different performances can be obtained depending on this
choice. On the basis of these results we select the forcing term that appears to be
the most reliable. The comparison between the truncated Newton method and the l-
BFGS method on the Marmousi test case reveals the efficiency of the l-BFGS method.
Among different versions of the truncated Newton method, the preconditioned Gauss–
Newton version provides the best performance in terms of computational efficiency.
However, the l-BFGS method still provides better results. This emphasizes that for
the reconstruction of reasonably complex subsurface structures, in a monoparameter
context, quasi-Newton methods might be preferred to a more sophisticated method
such as the truncated Newton method.

The second case study, derived from a near-surface application for imaging high-
velocity embedded bodies, emphasizes the limitations of the l-BFGS method. In this
case, the l-BFGS method is unable to converge, while the truncated Newton method
provides reliable results. The high-amplitude multiscattered wavefield generated by
the structures is responsible for strong artifacts in the gradient direction, which is
based on a single-scattering interpretation of the residuals. In this case, the trun-
cated Newton strategy, with the full Hessian operator, provides the most reliable
results, emphasizing the preponderant role of the inverse Hessian operator in the
reconstruction process.

6.2. Further Developments and Applications. Similar conclusions to the ones
drawn from this near-surface case study were deduced from an exploration scale case
study based on the BP 2004 benchmark velocity model [42]. This model, represen-
tative of the geology of the Gulf of Mexico, presents high-velocity structures corre-
sponding to salt bodies, in a deep water environment. Although the velocity contrast
between the salt bodies and the water is lower than in the near-surface application con-
sidered in this study (the ratio between the salt and water velocities reaches 3, while
the contrast between the concrete structures and the surrounding soil is larger than
10), it is sufficient, together with a free-surface condition at the water/air interface,
to generate high-amplitude multiscattered waves, which penalize the gradient-based
and quasi-Newton strategies.

Regarding the preconditioning strategies, beyond the two l-BFGS strategies pro-
posed in this study, more conventional schemes relying on an approximation of the
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diagonal of the Hessian operator, known as pseudo-Hessian strategies [69, 11], can
bring considerable improvements in terms of convergence speed [42].

A multiparameter investigation at the exploration scale has also been conducted in
the 2D acoustic frequency-domain approximation, for the simultaneous reconstruction
of the P -wave velocity, the density, and the attenuation parameter [47]. The test
case investigated in [47] is based on the Valhall model, a shallow-water oil and gas
field in the North Sea. As expected, in this context, the truncated Newton method
provides a better decoupling of the parameters, thanks to the better approximation
of the inverse Hessian operator. However, the best performances are obtained when
the truncated Newton strategy is used together with a preconditioning technique
extending the pseudo-Hessian approach of Choi and Shin [11] to the multiparameter
case. This extension, inspired by the work of Korta, Fichtner, and Sallares [30] and
Innanen [28], consists in designing an approximate Hessian operator where each of
the blocks corresponding to the different parameter classes is diagonal, the diagonal
being approximated through the pseudo-Hessian method.

Notably, the work presented in this study has been the starting point for the
design of a nonlinear minimization toolbox written in FORTRAN 90 [43]. This toolbox
is dedicated to the solution of unconstrained and bound constrained large-scale non-
linear minimization problems involving at least twice differentiable misfit functions.
Four optimization methods are implemented: steepest descent, nonlinear conjugate
gradient, l-BFGS, and the truncated Newton method. The four methods share the
same linesearch strategy which enforces the Wolfe conditions. The implementation
is based on a reverse communication protocol, which makes it easy to interface with
computational codes.

Current investigations are now dedicated to the implementation of the truncated
Newton method for 3D frequency-domain and 2D/3D time-domain applications. As
mentioned when discussing the computational times, storing the incident and adjoint
wavefields for each source is impossible for these applications. A possible reduction of
the amount of data to store can be achieved through random source decimation [75, 78]
or random source encoding and compressive sensing strategies [31, 35]. These methods
reduce the number of data-sets associated with each source either by selecting ran-
domly a subset of sources at each nonlinear iteration or by constructing random linear
combinations of the data-set, relying on the linearity of the forward problem. The
combination of the random encoding technique with the truncated Newton method
has been investigated [9]: from this study it is not clear if the benefits expected from a
better approximation of the inverse Hessian operator compensate for the artifacts gen-
erated by the encoding. Another option would be to apply these source subsampling
or source encoding schemes only for the computation of the Hessian-vector products.
This is the topic of ongoing studies.

Finally, the possibility of computing efficiently Hessian-vector products also offers
the possibility of estimating the Hessian operator and its inverse through probing tech-
niques. In a Bayesian framework, the inverse Hessian operator is nothing other than
the posterior covariance operator, which carries very useful information to quantify
the uncertainties associated with the solution of the inverse problem. Such efficient
estimations of the inverse Hessian operator are the subject of recent studies such as
those proposed by Fichtner and van Leeuwen [22] and Zhu et al. [81].
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